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ABSTRACT
Long running High Performance Computing (HPC) applications at
scale must be able to tolerate inevitable faults if they are to harness
current and future HPC systems. Message Passing Interface (MPI)
level transparent checkpoint/restart fault tolerance is an appealing
option to HPC application developers that do not wish to restruc-
ture their code. Historically, MPI implementations that provided
this option have struggled to provide a full range of interconnect
support, especially shared memory support. This paper presents a
new approach for implementing checkpoint/restart coordination al-
gorithms that allows the MPI implementation of checkpoint/restart
to be interconnect agnostic. This approach allows an application to
be checkpointed on one set of interconnects (e.g., InfiniBand and
shared memory) and be restarted with a different set of intercon-
nects (e.g., Myrinet and shared memory or Ethernet). By sepa-
rating the network interconnect details from the checkpoint/restart
coordination algorithm we allow the HPC application to respond
to changes in the cluster environment such as interconnect unavail-
ability due to switch failure, re-load balance on an existing ma-
chine, or migrate to a different machine with a different set of in-
terconnects. We present results characterizing the performance im-
pact of this approach on HPC applications.

1. INTRODUCTION
High Performance Computing (HPC) applications are running long-
er to solve more complex problems and scaling farther to take ad-
vantage of leadership class HPC systems. Unfortunately, as the
HPC systems grow to meet the demand of the applications, their
mean-time-between-failure falls dramatically. This means that the
HPC applications are increasingly likely to encounter hardware fail-
ure. The resultant process failure may cause the loss of hours or
days of computation. This problem is becoming so prevalent that
some HPC system manufactures are advising application develop-
ers to prepare for inevitable failure by incorporating fault tolerance
techniques [30].

The checkpoint/restart technique is a commonly used technique
for implementing fault tolerance in HPC applications. Transpar-
ent solutions are appealing since they do not require the applica-

tion developers to alter their algorithms to take advantage of the
technique. Transparent checkpoint/restart techniques are typically
implemented around an MPI implementation. The Message Pass-
ing Interface (MPI) [22] is the de-facto standard for message pass-
ing in HPC systems. Since MPI controls the interactions between
processes, checkpoint/restart techniques can take advantage of the
MPI implementation’s knowledge of the distributed system’s state
to ensure correctness in the checkpoint algorithm.

In this paper we discuss a new approach to implementing check-
point/restart fault tolerance in MPI that enables us to support a va-
riety of interconnects including Ethernet, InfiniBand, Myrinet, and
shared memory. Additionally, this technique allows us to adapt the
interprocess communication mechanism of the restarted applica-
tion to take advantage of the new process placement and/or inter-
connect availability. This opens the door to improved performance
in load balancing systems and flexibility in the types of machines
an application can migrate between.

Current transparent checkpoint/restart solutions for MPI struggle
with interconnect support. Most implementations support Ethernet
communication and sometimes a high speed interconnect such as
Myrinet or InfiniBand. Rarely do implementations support shared
memory, thus limiting performance on the multi-core processing
environments prevalent in modern HPC systems. Most of these
implementations require that the restarted MPI application use the
same set of interconnects for interprocess communication on restart
as was configured at the time of the checkpoint. This has significant
performance implications for applications that wish to restart in a
different process layout or on a different machine.

In our approach to implementing checkpoint/restart fault tolerance
in MPI, we lift the checkpoint/restart coordination algorithm out of
the interconnect driver and place it above the MPI internal point-
to-point stack. This placement allows the checkpoint/restart co-
ordination algorithm to be interconnect agnostic; therefore, spe-
cific interconnect behaviors like RDMA operations do not muddle
the coordination algorithm. By not lifting the coordination algo-
rithm all the way out of the MPI library our implementation sits
below much of the MPI interface (including collectives), leading
to a more focused coordination algorithm. For example, our ap-
proach allows an MPI application to run with shared memory and
InfiniBand, then restart in a different process layout using shared
memory and Myrinet or Ethernet. This capability allows an ap-
plication to respond to changes in the cluster environment such as
interconnect unavailability due to switch failure, re-load balance
on an existing machine, or migrate to a different machine with a
potentially different set of interconnects.



The checkpoint/restart implementation described in this paper opens
the door to adaptive and improved performance for restarted appli-
cations. Migration between machines is constrained by the pro-
cess level checkpoint/restart system that is chosen. For this paper
we chose the Berkeley Laboratory Checkpoint/Restart (BLCR) sys-
tem [8, 10]. BLCR does not permit the checkpointing on one type
of machine architecture and restarting on a different architecture.
Given this limitation, this paper will instead focus on responding
to cluster configuration changes (loss of switches) and rebalancing
load within a single machine.

2. RELATED WORK
Distributed checkpoint/restart requires coordination algorithms to
ensure consistent recoverable states in the distributed system. Check-
point/restart coordination protocols have a relatively long history in
computer science [2, 6, 19, 26]. Elnozahy, et.al., in [9], present a
survey of many rollback recovery techniques, as well as a discus-
sion of both checkpoint/restart and message logging techniques.

Over the years there have been many attempts at integrating fault
tolerance techniques, including checkpoint/restart, into message
passing software and applications. Most depend upon a system-
level checkpoint/restart service to capture and restore the state of a
single process. Checkpoint/restart services, such as libckpt [25]
and BLCR (Berkley Lab’s Checkpoint/Restart) [8, 10] differ in
their APIs, amount of state preserved, quality of implementation,
and process coverage.

These attempts at implementing fault tolerance techniques into mes-
sage passing libraries also differ in the checkpoint/restart coordina-
tion protocol that they employ. Starfish [1] provides support for co-
ordinated and uncoordinated checkpoint/restart protocols. CoCheck
[32] uses the Condor checkpoint/restart system and a Ready Mes-
sage checkpoint/restart coordination protocol. That protocol al-
lowed a subset of the processes in the application to quiesce their
network channels before taking a checkpoint. Since both of these
implementations only support Ethernet communication, we distin-
guish ourselves by adding support for a wider variety of intercon-
nects.

LAM/MPI [5] incorporated transparent checkpoint/restart function-
ality with support for Ethernet [29] and later Myrinet GM using the
BLCR library. They used an all-to-all bookmark exchange coordi-
nation algorithm implemented as part of the TCP/IP and Myrinet
GM interconnect drivers. Though we use a similar coordination
algorithm, we distinguish ourselves from this work by lifting the
checkpoint state out of the individual drivers, allowing for greater
flexibility in network configuration on restart. LAM/MPI was unique
in its support for a modular interface to the checkpoint/restart ser-
vices on a given machine [28]. It supported BLCR and a user-level
callback system called SELF.

Transparent checkpoint/restart in MPICH-GM using the Myrinet
GM driver has also been demonstrated [20]. They use a 2-phase
coordination procedure based, in-part, on CoCheck’s Ready Mes-
sage protocol [32]. They implement their coordination algorithm
as part of the GM driver relying on the FIFO message ordering
provided therein. The GM Driver supports shared memory com-
munication for peers on the same node. Even though their coor-
dination algorithm is influenced by the RDMA semantics of the
GM driver, they do support reconfiguration between shared mem-
ory and Myrinet GM communication, though they require Myrinet
to be available upon restart to all processes in the application. We

distinguish ourselves from this study by adding support for addi-
tional interconnects and by lifting the coordination protocol out of
the device driver so that it does not need to be further complicated
by the RDMA semantics of high speed interconnects like Myrinet.

The MPICH-V project focuses its effort towards message logging
techniques with the MPICH-V1, MPICH-V2 and MPICH-Vcausal
implementations [3]. They also have a MPICH-Vcl implementa-
tion that supports coordinated checkpoint/restart using a Chandy/-
Lamport coordination algorithm [6]. Comparing their coordinated
checkpointing and message logging approaches they showed that it
is often advantageous to use coordinated checkpointing algorithm
until the fault frequency reached a crossover point after which it be-
came advantageous to use message logging [7]. They demonstrate
their implementation running on clusters with 100
Mbit/s Ethernet, Myrinet, and SCI networks [7, 21]. To run on
the Myrinet and SCI networks they take advantage of the Ethernet
emulation provided by these interconnects and do not interact di-
rectly with the hardware drivers. Though this saves in the overall
complexity of the solution, it comes at a significant performance
loss. We distinguish ourselves from this project by using the na-
tive drivers for communication instead of relying on the Ethernet
emulation.

MVAPICH2 [12] demonstrated transparent MPI checkpoint/restart
functionality over InfiniBand [18] interconnects. This work high-
lights the complexity of dealing with the OS bypass technique used
by InfiniBand. They show that the only way to properly handle such
an interconnect driver is to completely shutdown all network con-
nections before a checkpoint and re-establish them directly after a
checkpoint. They implement a Chandy/Lamport [6] style coordina-
tion algorithm at the InfiniBand driver level operating on network-
level messages instead of MPI-level messages. This coordination
algorithm relies on FIFO message ordering provided by the inter-
connect driver. In a later study they use a group-based coordination
algorithm [11]. This algorithm is similar to the staggered algo-
rithm presented by Vaidya [34] which is used to minimize the stress
on the file system during checkpointing. We distinguish ourselves
from these studies by supporting InfiniBand interconnects along-
side other interconnects such as shared memory, Myrinet, and Eth-
ernet. Further, we do not incorporate our coordination mechanism
inside the InfiniBand driver, but instead operate above the point-to-
point stack on MPI level messages.

Adaptive MPI [15, 16] implements migratable virtual MPI pro-
cesses as user level threads. Adaptive MPI provides a checkpoint/-
restart solution closer to application level checkpointing than sys-
tem level checkpointing since it is not transparent to the user level
application. The MPI application must place checkpoint function
calls into its code at points when it can guarantee that no messages
are being transferred between processes [14, 36]. Adaptive MPI
then saves the state of the thread to disk as a checkpoint. Adaptive
MPI is implemented on top of Charm++ which, in turn, is imple-
mented on top of a native MPI implementation. Being this far re-
moved from the interconnects significantly degrades performance.
Additionally, since MPI processes are implemented as user-level
threads and share the global address space, Adaptive MPI places
additional constraints on the MPI application such as prohibiting
the use of global variables. We distinguish ourselves from this work
by providing a transparent checkpoint/restart solution that is closer
to the interconnects allowing for improved performance, algorith-
mic clarity and flexibility on restart.



The C3 implementation [4] also presents a checkpoint/restart so-
lution for MPI applications through the use of a specialized com-
piler and wrappers around the MPI interface. This implementation
must virtualize the entire MPI interface instead of just the point-to-
point stack, making it much more complex than our solution, espe-
cially when dealing with collective operations. In order to properly
restart the application, the authors had to modify the MPI stan-
dard semantics to allow a process to go through MPI_INIT and
MPI_FINALIZE more than once. By operating inside the MPI li-
brary our checkpoint/restart implementation can be more focused,
and requires no alterations of the MPI standard.

DejaVu [27] is a user-level transparent checkpoint/restart system,
and is unique in that, with its socket virtualization, it is able to
checkpoint/restart multiprocess applications, including MPI appli-
cations, that use only sockets for communication. It uses a hybrid
coordinated checkpoint/restart and online logging protocol. In this
work the authors also demonstrated the ability to checkpoint and
restart MPI applications using InfiniBand connections by incorpo-
rating their checkpoint/restart coordination protocol into the MVA-
PICH InfiniBand driver. We distinguish ourselves from this work
by supporting additional network drivers, and lifting the coordina-
tion algorithm out of the InfiniBand driver.

The work presented in this paper combines many of the best prac-
tices from these previous works into the Open MPI implementa-
tion. We extend the previous work in two fundamental ways. First,
we separate the coordination protocol from the interconnect behav-
ior by lifting the coordination protocol above the internal point-to-
point implementation in Open MPI making the coordination pro-
tocol interconnect agnostic. Secondly, we support a wider variety
of interconnects than any previous transparent checkpoint/restart
MPI implementation. This allows applications greater flexibility in
the network configurations they can use both while checkpointing
and restarting. For example, applications are able to checkpoint
in an InfiniBand and shared memory environment and restart in a
Myrinet and shared memory environment with a different process
layout on each compute node.

3. IMPLEMENTATION
We implement our solution as part of the Open MPI [13] imple-
mentation of the MPI standard [22]. We take advantage of the en-
tire checkpoint/restart infrastructure [17] incorporated within Open
MPI. In this paper we focus on the Checkpoint/Restart Coordina-
tion Protocol (CRCP) framework and the Point-to-Point Manage-
ment Layer (PML) framework that it abstracts. By taking advan-
tage of this abstraction we can adjust the peer-to-peer connections
on restart to be as efficient as possible, without muddling the co-
ordination protocol with the behavior of individual interconnect
drivers.

3.1 Open MPI Architecture
Open MPI is an open source, high performance, MPI-2 compli-
ant implementation of the MPI standard. Open MPI is designed
around the Modular Component Architecture (MCA) [31]. The
MCA provides a set of component frameworks to which a variety
of point-to-point, collective, and other MPI related algorithms can
be implemented. The MCA allows for runtime selection of the best
set of components to properly support an MPI application in exe-
cution.

MCA frameworks in Open MPI are divided into three distinct lay-
ers: Open Portable Access Layer (OPAL), Open Run Time En-
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Figure 1: Open MPI MCA layers including OMPI layer frame-
works.

vironment (ORTE), and Open MPI (OMPI). OPAL is composed
of frameworks that are concerned with portability across operat-
ing systems. ORTE is composed of frameworks that are concerned
with the launching, monitoring, and cleaning up of processes in
the HPC environment. The ORTE layer sits above the OPAL. The
OMPI layer sits above both the OPAL and ORTE layers. The OMPI
layer is composed of frameworks to support the MPI interfaces ex-
posed to the application layer. This layering is illustrated in Fig-
ure 1.

In the OMPI layer, most frameworks (e.g., Collectives, File I/O)
sit above the Point-to-Point Management Layer (PML). The PML
controls all point-to-point communication in Open MPI and ex-
poses MPI point-to-point semantics. The PML framework is a
stack of three frameworks all working together to provide flexibil-
ity and performance to the application. The PML framework breaks
messages with potentially complex data types into byte streams that
can be consumed by the lower layers. The Byte Transfer Layer
(BTL) framework encapsulates each of the supported interconnects
in Open MPI (e.g., shared memory, Ethernet, InfiniBand, Myrinet
MX, etc.). Between the PML and BTL is the BTL Management
Layer (BML) that provides the ability to stripe a message across
multiple interconnects. This may include using multiple paths be-
tween peers, and using multiple interfaces of a single driver.

The PML exchanges connectivity information, at startup, during a
module exchange or modex procedure. This connectivity infor-
mation is used to determine the best possible routes between all
peers in the system. This provides the necessary information to all
processes in the MPI application so that they can establish commu-
nication with any other peer in the MPI application.

3.2 Checkpoint/Restart Infrastructure
The checkpoint/restart infrastructure integrated into Open MPI is
defined by process and job levels of control. These two levels
of control work in concert to create stable job-level checkpoints
(called global snapshots) from each individual process-level check-
point (called local snapshots).

Job-level control is composed of two frameworks: Snapshot Coor-
dinator (SnapC) and File Management (FileM). The SnapC frame-
work controls the checkpoint life-cycle, from distributing the check-
point request to all processes, to monitoring their progress, to col-
lecting and verifying the final checkpoint. The File Management
(FileM) framework focuses on the movements of individual local
checkpoints to and from storage devices. In this paper, we will
assume that FileM is not needed because all processes save their



local snapshots directly to a central stable storage medium (e.g.,
SAN, parallel file system). Additionally we assume a centralized
SnapC coordinator. Since job-level control is not the focus of this
paper, exploring alternative configurations of these frameworks is
left for future work.

This paper instead focuses on the frameworks that support process
level control in the checkpoint/restart infrastructure. The
Checkpoint/Restart Service (CRS) framework provides an API to
the single process checkpoint and restart service on a particular ma-
chine. Open MPI currently supports system-level checkpoint/restart
with BLCR, and user-level checkpoint/restart with SELF, which is
a callback based mechanism. For this paper we will be using the
BLCR system. The Interlayer Notification Coordinator (INC) pro-
vides internal coordination among the many levels inside the Open
MPI library to prepare for a checkpoint, continue after a checkpoint
or restart a process from a checkpoint. This coordination may in-
clude flushing caches and activation of checkpoint/restart specific
code paths.

The Checkpoint/Restart Coordination Protocol (CRCP) framework
implements coordination protocols that control for in-flight mes-
sages [6]. The CRCP framework is positioned above the PML
layer and tracks all messages moving in and out of the point-to-
point stack. For this paper we are using an all-to-all bookmark ex-
change algorithm similar to the one used by LAM/MPI [29], except
that instead of operating on bytes we are operating on entire MPI
messages. In this algorithm we exchange message totals between
peers on checkpoint, then wait for the totals to equalize. This equi-
librium indicates a quiet channel and guarantees no in-flight mes-
sages. Care is taken in the coordination algorithm to avoid deadlock
during the draining process, and to preserve MPI semantics.

Positioning the coordination algorithm above the point-to-point stack
is different than most transparent MPI checkpoint/restart imple-
mentations. Most alternative implementations position their coor-
dination protocols in the individual interconnect drivers. By im-
plementing the algorithm in the interconnect driver, the algorithm
needs to track bytes being moved through the interface, monitor
special behaviors of the device such as RDMA operations, and, for
the most part, does not need to worry as much about MPI level se-
mantics. However, forcing the state to be saved as part of the inter-
connect driver within the point-to-point stack requires the applica-
tion to be restarted in a similar process layout. This hinders perfor-
mance by restricting the ability to choose the fastest routes upon
restart. Additionally, the coordination algorithm often becomes
muddled with device driver restrictions and requires the driver to
provide strict FIFO ordering of messages.

By lifting the algorithm out of the interconnect driver and placing
it above the point-to-point stack we are able to save the point-to-
point state at a high enough level to allow for the reconfiguration
of the interconnects upon restart. This reconfiguration enables us
to adapt to the new process layout to achieve better performance.
This is at the cost of a slightly more complex implementation of
the coordination algorithm since it must operate on entire messages
with MPI semantic restrictions.

3.3 Interconnect Driver Support
There are three distinct phases of a checkpoint operation: pre-
checkpoint, continue, and restart. In the pre-checkpoint phase the
application is provided an opportunity to prepare for a requested
checkpoint. This involves bringing external resources (e.g., files,

network connections) to a stable, checkpointable state. The con-
tinue phase occurs just after a checkpoint has been taken and al-
lows the application to recover any external resources that it may
have stabilized or suspended during the pre-checkpoint phase. The
restart phase occurs when the process is restarted from stable stor-
age and provides the application with an opportunity to flush caches,
and reconstruct any necessary information needed to continue nor-
mal operation.

The Checkpoint/Restart Coordination Protocol (CRCP) is positioned
above the PML and ensures that the lower levels of the point-to-
point stack have been drained of all messages coming from and
going to this peer. We can take advantage of this assurance when
moving the point-to-point stack through the three phases of check-
pointing. It should be noted that we do not require that all processes
drain their messages before checkpointing any individual process,
only that the individual process taking the checkpoint, at that mo-
ment, must be drained of messages. In future work we plan to
explore other coordination algorithms that allow for even looser
synchrony between processes [11, 33, 34].

After the CRCP has completed its pre-checkpoint quiescence op-
eration the INC may choose to shutdown all active interconnect
drivers in order to avoid problematic interactions between check-
point/restart services (e.g., BLCR) and interconnect drivers. How-
ever, in the INC, we only want to do the absolute minimum amount
of work needed to bring the process into a checkpointable state in
order to minimize the failure-free overhead [9]. As a performance
optimization our implementation allows interconnect drivers to in-
dicate if they are checkpoint friendly meaning that they can be
safely used with the active checkpoint/restart service on the system.
This optimization is a result of recognizing that shutting down and
re-initializing all of the interconnect drivers during a checkpoint
operation is often expensive and not always necessary. Since this
optimization occurs in the INC and outside of the CRCP, the CRCP
remains interconnect agnostic even when this optimization is en-
abled. The performance benefits of this optimization are analyzed
in Section 4.3.

In the restart phase we need to first clear out the previous set of
interconnects and connectivity (i.e., modex) information since the
machine set and corresponding network address will have typically
changed. Then we re-exchange the modex to get the new connec-
tivity information and reconnect the processes selecting a new set
of interconnect drivers (BTLs).

3.3.1 TCP/Ethernet Driver
The Ethernet driver in Open MPI (TCP BTL) does not need to do
anything during the pre-checkpoint phase since open sockets are
preserved across a checkpoint operation, thus classifies as check-
point friendly. Since nothing was closed during the pre-checkpoint
phase, nothing needs to occur during the continue phase. The restart
phase must make sure to close the old socket file descriptors before
the modex can occur so as not to waste resources.

3.3.2 Shared Memory Driver
The shared memory driver in Open MPI (SM BTL) is also check-
point friendly so also does not need to do anything during the pre-
checkpoint phase, because the checkpoint/restart service will not
checkpoint the contents of open files or shared memory segments.
BLCR is able to checkpoint the shared memory segment shared by
processes of the same group (family of processes) as long as they
are restarted together. Since our goal is flexibility in the process



layout on restart, we do not take advantage of this feature. Instead,
BLCR will keep a reference to the memory-mapped shared mem-
ory file, but not its contents. Upon restart we must make sure to
close the stale file descriptor before the modex operation. The
modex reestablishes the shared memory segment with the set of
peers on the node at restart time which may be different than when
originally checkpointed.

3.3.3 InfiniBand Driver
The InfiniBand driver in Open MPI (OpenIB BTL) uses the Open-
Fabrics [24] interface to interact with a wide range of InfiniBand
hardware. In the pre-checkpoint phase we must close the driver
which entails closing the ports and releasing all resources allocated
on the InfiniBand card, as confirmed by [12]. Experimentally, if
we use BLCR with the InfiniBand driver still active, then the state
of the kernel becomes unstable and panics which results in node
loss. Since we close the connections during pre-checkpoint, on
continue we must reopen the InfiniBand driver and reestablish con-
nections with our peers. So, because we have to re-exchange the
modex and reconnect peers, the continue and restart phases look
similar at the interconnect level. However, the continue operation
can take advantage of the fact that the processes have not changed
position, and are likely still reachable via the previously established
set of interconnects. So there is no need, for example, to reconnect
shared memory segments since processes on the same node have
not moved. On restart peer processes may have moved to different
machines, so we need to consider the new topology information
when establishing routes.

3.3.4 Myrinet Driver
The Myrinet driver in Open MPI (MX BTL) uses the Myrinet MX
interface to interact with Myrinet interconnect hardware. In the pre-
checkpoint phase we must close the driver which entails closing the
ports and releasing all resources allocated on the Myrinet card; this
is similar to the procedure with the InfiniBand driver. However, in
this case, the limitation is not kernel instability, but reconnecting
to the device driver upon restart. On restart, BLCR will attempt to
reallocate the open endpoint file descriptors with the network card,
and receive a permission denied error and fail to restart the appli-
cation. To get around this limitation, we shut down the MX BTL
before a checkpoint. On continue we must reopen the connection to
the Myrinet card and reestablish connections with our peers. This
requires a modex operation to re-exchange the new contact infor-
mation. As future work, we plan on looking into ways around this
limitation.

4. RESULTS
This section explores the performance of our implementation and
demonstrates the migration of processes between different network
topologies. In these tests we are using the Sif cluster at Indiana
University. Sif is an 8 node Dual Intel 1.86 GHz Quad-Core Xeon
machine with 16 GB of memory per compute node. It is connected
with gigabit Ethernet, InfiniBand, and Myrinet. It is running Red-
Hat Linux 2.6.18-53, BLCR 0.7.3, and Open MPI v1.3.0.

In this section we will be using the NAS Parallel Benchmark Suite
(version 2.4) [23] to represent a class of typical HPC application
kernels. We used 4 of the 8 kernels, specifically the LU class C,
EP class D, BT class C, and SP class C kernels. This decision was
based on two criteria. First the kernel must run for long enough
to perform the test at 32 or 36 processes, which meant running for
longer than one minute, which excluded the IS kernel. Secondly,

Figure 2: Continuous latency test with 8 processes exchang-
ing an 8KB message and migrating between different machine
configurations. Spikes indicate time spent on disk between the
checkpoint and the subsequent restart.

due to storage space restrictions on the SAN, the kernels snapshot
image must be less than 15 GB in total size, which excluded the
MG class C, FT class D, and CG class D kernels.

We assess the impact of checkpointing a real application called
GROMACS [35]. GROMACS is a molecular dynamics applica-
tion. For this test we used the DPPC benchmark from version 3.0
of their benchmark suite. In our analysis we ran these benchmarks
using 4 of the 8 cores on each of the compute nodes, as to alleviate
some of the memory contention on the nodes.

4.1 Network Topology Migration
To demonstrate the migration of an MPI application between dif-
ferent network topologies we took advantage of the large SMP base
of Sif and occasionally forced Open MPI to choose certain network
drivers simulating different network configurations and availabili-
ties. We used a continuous latency test that measures the time taken
for an 8KB message to travel around a ring of 8 processes. This
test allows us to account for the shared memory and interconnect
latency as if they were a single value. As you can see in Figure 2
the Ethernet network is fairly noisy on Sif due to administrative
traffic on this particular machine.

In our demonstration we checkpoint and terminate the MPI appli-
cation every 100 steps. Then we restart it in a different network
topology and let it run for another 100 steps before checkpointing
and terminating it again. The network topology progression in Fig-
ure 2 is as follows:

(A) 8 processes on 1 node using shared memory
(B) 8 processes 1 on each of 8 nodes using Ethernet
(C) 8 processes 2 on each of 4 nodes using Ethernet and shared

memory
(D) 8 processes 4 on each of 2 nodes using Ethernet and shared



(a) NetPIPE 1 byte latency overhead

Interconnect No C/R With C/R Overhead %
Ethernet (TCP) 49.92 usec 50.01 usec 0.09 usec (0.2%)
InfiniBand 8.25 usec 8.78 usec 0.53 usec (6.4%)
Myrinet MX 4.23 usec 4.81 usec 0.58 usec (13.7%)
Shared Memory 1.84 usec 2.15 usec 0.31 usec (16.8%)

(b) NetPIPE bandwidth overhead
Interconnect No C/R With C/R Overhead %
Ethernet (TCP) 738 Mbps 738 Mbps 0 Mbps (0%)
InfiniBand 4703 Mbps 4703 Mbps 0 Mbps (0%)
Myrinet MX 8000 Mbps 7985 Mbps 15 Mbps (0.2%)
Shared Memory 5266 Mbps 5258 Mbps 8 Mbps (0.2%)

Table 1: NetPIPE 1 byte latency and bandwidth CRCP frame-
work overheads.

memory
(E) 8 processes 1 on each of 8 nodes using InfiniBand
(F) 8 processes 2 on each of 4 nodes using InfiniBand and shared

memory
(G) 8 processes 4 on each of 2 nodes using InfiniBand and shared

memory
(H) 8 processes on 1 node using shared memory
(I) 8 processes 4 on each of 2 nodes using Myrinet and shared

memory
(J) 8 processes 2 on each of 4 nodes using Myrinet and shared

memory
(K) 8 processes 1 on each of 8 nodes using Myrinet

4.2 Failure Free Overhead
Failure-free overhead is the overhead seen by the application dur-
ing normal operations when a failure does not occur. This overhead
includes the time taken by the CRCP protocol monitoring the mes-
sage traffic, and the additional time to completion for the applica-
tion when a checkpoint is taken. One of our goals is to minimize
the failure-free overhead seen by the application.

One assessment of the failure free overhead is the overhead seen in
the latency and bandwidth parameters between two communicating
peers without taking a checkpoint. This measurement accounts for
the overhead of the CRCP framework monitoring the message traf-
fic though the system. Using NetPIPE we can assess the latency and
bandwidth effects of wrapping the PML layer in Table 1. The Net-
PIPE results show that the differences in bandwidth is negligible,
and the 1 byte latency is varies between 0.09 and 0.58 microsec-
onds depending on the interconnect.

Another assessment of the failure free overhead is the performance
impact on completion time for an application when various num-
bers of checkpoints are taken. For this assessment we look at check-
pointing to both a globally accessible NFS disk and to the local disk
on each machine. The local disk checkpoint time is provided as a
basis for comparison in order to highlight the impact of the file sys-
tem on the performance of the checkpoint operation.

In Figure 3(a) we look at the effect of checkpointing the NAS Par-
allel Benchmark LU Class C with 32 processes. The size of the
checkpoint is 1 GB or about 32 MB per process. For a single check-
point, Figure 3(a) indicates that there is an overhead of 17% when
checkpointing to NFS and 3% when checkpointing to local disk.

For 4 checkpoints there is an overhead of 84% and 6% respectively
highlighting the importance of the file system. The checkpoint fre-
quency, or time between checkpoints, for an HPC application is
typically measured in hours, in these experiments we are forced
to checkpoint more frequently due to the limited runtime of these
applications.

In Figure 3(b) we look at the effect of checkpointing the NAS Par-
allel Benchmark EP Class D with 32 processes. This benchmark
creates a checkpoint of 102 MB, or about 3.2 MB per process. Fig-
ure 3(b) shows us that the checkpoint overhead is almost negligi-
ble. This is due to the infrequent communication pattern and small
memory footprint of the benchmark.

In Figure 3(c) we look at the effect of checkpointing the NAS Par-
allel Benchmark BT Class C with 36 processes. The size of the
checkpoint is 4.2 GB or about 120 MB per process. For a single
checkpoint, Figure 3(c) indicates an 18% overhead on NFS and 3%
overhead on local disk. For 4 checkpoints there is a 74% and 8%
overhead respectively.

In Figure 3(d) we look at the effect of checkpointing the NAS Par-
allel Benchmark SP Class C with 36 processes. The size of the
checkpoint is 1.9 GB or about 54 MB per process. For a single
checkpoint, Figure 3(d) indicates a 17% overhead on NFS and 3%
overhead on local disk. For 4 checkpoints there is a 69% and 6%
overhead respectively.

Next, we assess the performance impact of checkpointing GRO-
MACS with the DPPC benchmark running with 8 and 16 processes.
This benchmark creates a checkpoint of 267MB for 8 processes,
or about 33MB per process. For 16 processes the checkpoint is
473MB or 30MB per process. The overhead of adding the CRCP
layer is negligible, adding at most 1 second to the application run-
time for both 8 and 16 processes. Figure 4 shows that the perfor-
mance impact of checkpointing with between 1 and 4 checkpoints
spaced evenly throughout the execution. The performance impact
grows with each checkpoint, but is relatively small for any single
checkpoint.

4.3 Checkpoint Overhead Analysis
Analyzing the impact of checkpointing on HPC application is im-
portant. It is equally important that we attempt to dissect the check-
point overhead to determine where the checkpoint is spending the
most time. In this analysis we split the pre-checkpoint phase into
two phases: CRCP Protocol and Suspend BTLs. The former is the
checkpoint/restart coordination protocol and the latter is the time
spent suspending interconnect drivers. We expect the time to han-
dle Ethernet and shared memory networks to be near 0 since we do
not need to take action during the pre-checkpoint phase. Since In-
finiBand and Myrinet each have to tear down their network connec-
tions, they each are required to spend some time during this phase.
The CRCP Protocol time can vary slightly depending on when pro-
cesses enter into the coordination algorithm and if the process is
forced to wait on messages to drain from the network. To control
for process skew, in this particular analysis, we introduced a bar-
rier between each of the individual operations highlighted in this
analysis.

The checkpoint operation is the time it takes BLCR to save the pro-
cess image to stable storage. During the continue phase we may
have to rebuild the PML by re-exchanging the modex, which is an
all-to-all collective operation involving all processes in the applica-



lu.C.32 Ethernet & Shmem InfiniBand & Shmem Myrinet & Shmem
CRCP Protocol 0.01 sec (0.0%) 0.02 sec (0.1%) 0.02 sec (0.1%)
Suspend BTLs 0.02 sec (0.1%) 0.04 sec (0.2%) 0.02 sec (0.1%)
Checkpoint 17.00 sec (99.9%) 18.43 sec (99.3%) 16.81 sec (99.2%)
Rebuild PML 0.00 sec (0%) 0.08 sec (0.4%) 0.10 sec (0.6%)
Total 17.03 sec 18.57 sec 16.95 sec

Table 2: Checkpoint overhead analysis for NAS Parallel Benchmark LU Class C with 32 processes. Global snapshot is 1GB or 32MB
per process.

ep.D.32 Ethernet & Shmem InfiniBand & Shmem Myrinet & Shmem
CRCP Protocol 0.10 sec (8.8%) 0.09 sec (3.4%) 0.09 sec (5.4%)
Suspend BTLs 0.02 sec (1.8%) 0.03 sec (1.1%) 0.03 sec (1.8%)
Checkpoint 1.02 sec (89.5%) 2.04 sec (76.1%) 1.03 sec (61.3%)
Rebuild PML 0.00 sec (0%) 0.52 sec (19.4%) 0.53 sec (31.5%)
Total 1.14 sec 2.68 sec 1.68 sec

Table 3: Checkpoint overhead analysis for NAS Parallel Benchmark EP Class D with 32 processes. Global snapshot is 102MB or
3.2MB per process.

bt.C.36 Ethernet & Shmem InfiniBand & Shmem Myrinet & Shmem
CRCP Protocol 0.04 sec (0.1%) 0.07 sec (0.1%) 0.06 sec (0.1%)
Suspend BTLs 0.02 sec (0.0%) 0.08 sec (0.1%) 0.03 sec (0.0%)
Checkpoint 67.71 sec (99.9%) 68.39 sec (99.63%) 69.28 sec (99.7%)
Rebuild PML 0.00 sec (0%) 0.11 sec (0.2%) 0.12 sec (0.2%)
Total 67.76 sec 68.65 sec 69.49 sec

Table 4: Checkpoint overhead analysis for NAS Parallel Benchmark BT Class C with 36 processes. Global snapshot is 4.2GB or
120MB per process.

sp.C.36 Ethernet & Shmem InfiniBand & Shmem Myrinet & Shmem
CRCP Protocol 0.02 sec (0.1%) 0.03 sec (0.1%) 0.12 sec (0.4%)
Suspend BTLs 0.02 sec (0.1%) 0.08 sec (0.3%) 0.03 sec (0.1%)
Checkpoint 29.76 sec (98.9%) 33.02 sec (99.4%) 32.19 sec (99.2%)
Rebuild PML 0.00 sec (0%) 0.09 sec (0.3%) 0.12 sec (0.4%)
Total 29.80 sec 33.21 sec 32.45 sec

Table 5: Checkpoint overhead analysis for NAS Parallel Benchmark SP Class C with 36 processes. Global snapshot is 1.9GB or
54MB per process.

GROMACS DPPC Ethernet & Shmem InfiniBand & Shmem Myrinet & Shmem
CRCP Protocol 0.01 sec (0.2%) 0.02 sec (0.4%) 0.04 sec (0.8%)
Suspend BTLs 0.01 sec (0.2%) 0.01 sec (0.2%) 0.01 sec (0.2%)
Checkpoint 4.76 sec (99.6%) 5.24 sec (98.4%) 4.95 sec (97.8%)
Rebuild PML 0.00 sec (0%) 0.05 sec (1.0%) 0.06 sec (1.2%)
Total 4.78 sec 5.32 sec 5.06 sec

Table 6: Checkpoint overhead analysis for GROMACS DPPC running with 8 processes. Global snapshot is 267MB or 33MB per
process.

GROMACS DPPC Ethernet & Shmem InfiniBand & Shmem Myrinet & Shmem
CRCP Protocol 0.01 sec (0.1%) 0.02 sec (0.2%) 0.02 sec (0.3%)
Suspend BTLs 0.03 sec (0.4%) 0.04 sec (0.5%) 0.02 sec (0.3%)
Checkpoint 8.07 sec (99.5%) 7.88 sec (98.4%) 7.48 sec (97.9%)
Rebuild PML 0.00 sec (0%) 0.07 sec (0.9%) 0.12 sec (1.6%)
Total 8.11 sec 8.01 sec 7.64 sec

Table 7: Checkpoint overhead analysis for GROMACS DPPC running with 16 processes. Global snapshot is 473MB or 30MB per
process.
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Figure 3: Performance impact of checkpointing NAS Parallel Benchmarks.

tion.

In Table 2 we look at the overhead involved when checkpointing
the LU Class C NAS parallel benchmark. In Table 3 we look at the
overhead involved for the EP Class D NAS parallel benchmark. In
Table 4 and Table 5 we look at the overhead involved when check-
pointing the BT and SP Class C NAS parallel benchmarks respec-
tively. For all of these benchmarks we can see that the time to create
the checkpoint and save it to the central stable storage device dom-
inates the checkpoint time. This is closely followed by the time
needed to re-exchange the modex during the continue phase. The
overhead of the checkpoint/restart coordination algorithm is a fac-
tor, but not quite as severe as the time spent in the checkpoint and
modex operations.

In Tables 6 and 7 we analyze the overhead involved when check-
pointing the GROMACS DPPC benchmark with 8 and 16 pro-
cesses respectively. This data confirms what was seen with the
NAS benchmarks, most notably that the time taken by the check-
point/restart coordination protocol is overshadowed by the time
needed to take the single process checkpoint. In future work, we
plan on exploring techniques for addressing each of these identified
bottlenecks.

5. CONCLUSIONS
In addition to performance at scale, HPC applications are being
required to consider fault tolerance when designing their applica-

tion to run on modern HPC systems. Among the fault tolerance
techniques available, transparent checkpoint/restart techniques are
a popular option to application developers. This option does not re-
quire any code modifications in the application in order to take ad-
vantage of the fault tolerance capability. Unfortunately many of the
transparent checkpoint/restart implementations restrict the types of
interconnects that could be used to support MPI communication
between processes, including shared memory communication.

In this paper we presented an approach to implementing transpar-
ent checkpoint/restart in an MPI implementation that does not re-
strict the application’s network choices. Our approach allows for a
process to take full advantage of the best communication medium
between any two processes in their MPI application. We discussed
support for Ethernet, shared memory, Myrinet, and InfiniBand in-
terconnects. Additionally, we demonstrated an application moving
between various network topologies and taking full advantage of
the interconnects available upon restart. Our approach enables an
HPC application to adapt to changes in the process layout and net-
work availability in such a way that they can achieve high perfor-
mance in a wider variety of restart scenarios.

6. FUTURE WORK
High speed interconnects, such as InfiniBand and Myrinet, require
MPI implementations to tear down the network connections during
pre-checkpoint and rebuild them during the continue phase which is
an expensive operation. Moving forward with this work we plan on
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Figure 4: Performance impact of checkpointing 8 and 16 processes with GROMACS DPPC.

investigating interconnect driver and BLCR improvements directed
at alleviating the need to tear down these connections.

Additionally, we plan to investigate alternative system-level check-
point/restart services, and coordination protocols. Adding support
for other system-level checkpoint/restart supports allows us to work
on a wider variety of HPC installations. We will also explore alter-
native checkpoint/restart coordination algorithms that may allow
for looser synchrony between processes. Open MPI’s MCA ar-
chitecture provides us with a unique opportunity to compare these
protocols in a rich and controlled manner at runtime.

The stress of checkpointing on the central stable storage device is
considerable. We are investigating alternative global coordination
and file movement techniques to alleviate some of this stress.
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